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Object Recognition

Many slides are taken courtesy of the 2007 CVPR short 
course “Recognizing and Learning Object Categories”

http://people.csail.mit.edu/torralba/shortCourseRLOC/index.html

So what does object recognition involve?
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Verification: is that a lamp?

Detection: are there people?
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Identification: is that Potala Palace?

Object categorization

mountain

building
tree

banner

vendor
people

street lamp
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Scene and context categorization

• outdoor
• city
• …

How many object categories are there?

Biederman 1987
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Why difficult?

Why difficult?
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Why difficult?

Why difficult?
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Why difficult?

Why difficult?
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Why difficult?

Three main issuesThree main issues

• Representation
– How to represent an object category

• Learning
– How to form the classifier, given training data

• Recognition
– How the classifier is to be used on novel data
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Representation
– Generative / 

discriminative / hybrid

Generative model
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Generative model

Generative model
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Generative model

Representation
– Generative / 

discriminative / hybrid
– Appearance only or 

location and 
appearance
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Representation
– Generative / 

discriminative / hybrid
– Appearance only or 

location and 
appearance

– Invariances
• View point
• Illumination
• Occlusion
• Scale
• Deformation
• Clutter
• etc.

Representation
– Generative / 

discriminative / hybrid
– Appearance only or 

location and 
appearance

– invariances
– Part-based or global 

w/sub-window



13

– Unclear how to model categories, so we 
learn what distinguishes them rather than 
manually specify the difference -- hence 
current interest in machine learning

Learning

The Recognition Problem

• Recognize the objects in the image:
– There is a set of models in the library 

(modelbase) and we have to infer which of these 
are present in the image.

– This is a problem of “matching” from the 
database.

– Many variants of the problem possible:
• Image is 3D (e.g. range image) and models are 3D
• Image is 2D and models are 3D
• Both image and the models are 2D (e.g. collection of 

2D views of 3D objects; character recognition)
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The Recognition Problem
• All object recognition systems contain the following modules 

to some extent:

– Selection. What subset of the data corresponds to an object? 
This problem, also known as the perceptual grouping problem, 
aims to group the features that come from a single object into a
single set. 

• types of features considered might be edges, corners, lines, 
curves, or regional features such as texture. 

• The grouping is accomplished using cues such as proximity, 
parallelism, collinearity, and continuity in curvature.

– Indexing. Which object model corresponds to the data subset?

– Correspondence. Which individual model features correspond 
to each data feature?

Classical Approaches to Recognition Problem

• Alignment Approach: explicitly compute transformation 

• Invariant Approach: projective invariant, affine invariant
• We shall study each of these two techniques here:

– Structural matching based recognition (specifically, interpretation tree, 
IT)

– Geometric Invariant based recognition (specifically, geometric hashing)
– Textbook covered another technique known as appearance-based 

approach in sect 10.4. Not examinable.

• For the 2 methods, the first has to explicitly estimate the 
transformation between features, while the second approach uses 
transformation-invariant measurements. 
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Complexity of the 2 schemes
• The two methods have quite different complexity.

– The first approach, that of estimating the transformation 
undergone in the imaging process has complexity O(Msk mk) 
where

• M is the number of models, 
• s is the number of image features, 
• m is the number of features per model, 
• and k is the number of features needed to determine the 

object-image transformation. Typically, k is about 4. 
– The approach that uses transformation-invariant 

measurements of the object in the image for recognition has 
complexity O(sk), where 

• k is the number of features required to form the indexing.
– In this case, recognition need not be proportional to the 

number of models in the library. This can be a considerable 
advantage when the number of models is large.

Structural matching based recognition

• In 3D to 3D matching, we can have a 
surface based representation. In the 
example below, the model has 8 surfaces, 
whereas, the object in the range image has 
5 surfaces.

Scene Model
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Structural matching based recognition

• Similar representation is possible for 2D → 2D 
matching.

• The final objects are represented in terms of graphs, 
with a list of nodes, coding the attributes of the nodes. 
The links (arcs) in the graph code the relationship.

• Gs: scene graph; Gm: model graph. V & E represent the 
vertices (nodes) and the edges (arcs),  encoding unary 
and binary constraints respectively.
– Gs = (Vs, Es) Gm = (Vm,Em)

Vs = (a, b, c, d, e)  Es = ((a, b) (a,e)(b,c)(b,e)(c,d))

Vm=(1, 2, 3, 4, 5, 6, 7, 8)   
Em=((1,2)(1,5)(1,7)(1,6)(2,6)(2,5)(2,3)(3,4)(3,5)(3,6)(4,6)(4
,5)(4,8)(5,8)(5,7)(6,8)(6,7)(7,8))

Easier Example

Scene Model

1

3

2
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– Gs = (Vs, Es) Gm = (Vm,Em)

Vs = (1, 2, 3)  Es = ((1,2)(1,3)(2,3))

Vm=(a, b, c)  Em = ((a,b)(b,c)(c,a))

– Usually, vertices and edges are attributed. For every 
vertex, for the example here, we can store the length of 
the edge segment.

– ((1 13)(2 16)(3 17))

– The edges can store relational properties, like angles (((1 
2) 75) ((2 3) 55) ((3 1) 60))

– Similarly, the model graph can be attributed.

Easier Example

• For the data structures introduced, the 
recognition can be viewed as a structural 
matching or a graph matching problem.

• There are many techniques (subgraph
isomorphism, attributed graph matching, etc) 
than can be used. One useful technique is 
the interpretation tree technique, which is 
similar to search problem in state space in 
AI.

Structural matching based recognition
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Interpretation Tree.. 
• At any stage, we hypothesize matches for a 

scene vertex, and expand the tree. Every path is 
a hypothesis!

• A path is pruned if some attributes of a vertex or 
the relation between vertices is violated. Usually, 
every time a new path is explored, we perform 
verification. E.g., in 3D→3D mapping, say I have 
already hypothesized ((1 a)(2 b)(3 c)).  We now 
add say (6 e). Is this correct? No! The geometric 
relations (ordering constraint) are violated!

• Finally (ideally), we should have one path, that 
leads to minimal cost, defined in terms of 
attributes. In practice, we may get multiple 
solutions. Then choose one with minimum cost.

Interpretation Tree.. (for the 
simple example)

………………….

1 a b c

2

3

aaa b b bc

c

c

c

Wrong path, uniqueness constraint violated

((1 b)(2 a)(3 c)) a possible winner
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• One problem is that not all interpretations found 
may make global sense. The constraints enforced 
are local in nature.

• Need verification: Once enough model-to-data 
pairings have been formed, estimate the 
transformation, backprojects the model features 
onto the image plane, check if they are visible or 
not, and if so, check closeness of match.

• It also prunes away the exponential portion of the 
search algorithm. Complexity becomes O(Msk mk). 

Interpretation Tree: Problems

• Another problem: spurious feature. Can be 
accomodated by a wild card: a fictitious model 
feature which matches any image feature for 
which no real match is found.

• The biggest problem is in the computational 
burden. For large number of features, the tree 
can explode (even while pruning).

• The requirement on memory as well as 
processing speed is consequently very high.

• Very much dependent on modelbase size. Have 
to repeat Interpretation Tree process for every 
model in the modelbase!

Interpretation Tree: Problems
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• One of the most popular techniques in 
invariant based recognition is geometric 
hashing.

• Assume cameras with affine projection 
matrices and that we are interested in 
planar objects only here.

• Hence, we can assume that the point on a 
model are related to points on the object by 
an 2D affine transform.

Invariant Based Recognition 
(Geometric Hashing)

Invariant Based Recognition 
(Geometric Hashing)
• If m is a model point, and s is a scene point, the relation is 

given by:

– m = A s + b; A is a 2x2 matrix, b is a 2x1 vector.

– Consider two models

• M1 = {(0,0), (10,0), (10,10), (0,10)}
• M2 = {(0,0), (4,4), (4,-4), (-4,-4), (-4,4)}

– We will build a table containing, for each model, all 
of the relative coordinates of these points given that 
a set of  model points is chosen as the basis of its 
coordinate system.
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• Say points (m1, m2, m3) are chosen as basis. 
m1 is the origin. Let e1 = (m2-m1) and e2 = 
(m3-m1). Any point m4 can be expressed in the 
new basis as:

(mi – m1) = αi e1 + βi e2.

• This (αi,βi) is the affine coordinates of mi in the 
basis (m1, m2, m3).

• It is easy to note that, under any affine 
transform (A, b), the affine coordinates remain 
invariant.

Invariant Based Recognition 
(Geometric Hashing)

• For a model M, choose a ordered basis (m1, 
m2, m3). Hence, Basis ID is (m1, m2, m3). 

• Compute (αi,βi) for the ith point  mi.

• Index into the hash array using (αi,βi) as the 
key, and store the {Model ID, Basis ID}.

• Repeat the above for all basis, and for all 
models in the modelbase.

Geometric Hashing: 
Generating Hash Arrays
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• For each model, we can choose 6(mC3) 
basis. For each model, we will have (m-
3)6(mC3) entries. 

• For M models, we have M (m-3)6(mC3) 
entries in total in an hash array.

• Problems: Certain areas in the hash 
array are very crowded, leading to 
hotspots.

Geometric Hashing: 
Generating Hash Arrays

remaining 
(m-3) 
features

3! because 
order is 
important

Geometric Hashing: 
Generating Hash Arrays

Typical entry in a hash array
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• For each scene object, choose a basis (s1, s2, s3). For 
each scene point si, find the affine coordinates.

• Index into the hash array using these values, and vote for 
any {Model, Basis} located there.

• Repeat the above for all scene points.

• {Model, Basis} pair receiving highest votes declared as the 
winner.

• Pose computation : say (s1, s2, s3) was the scene basis, 
and the winner Model Basis is (m1, m2, m3).

• Recall s = Am + b is the mapping. So, from 3 point 
matches, A, b can be computed. This gives the pose!

Geometric Hashing: 
Recognition

• The complexity of the process is O(s), 
where s is the number of scene features.

• Thus, the recognition is invariant to the 
modelbase size.

• Very fast, compared to Interpretation 
Tree method.

Geometric Hashing: 
Advantages
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• Requires large memory to store hash arrays. 
Complexity in time transferred to complexity in space.

• Usually hotspots are problems, as manmade objects 
are regular shaped, and many objects have similar 
subparts. This can cause delays in recognition time. 
(hence not really invariant to number of models)

• Noise: In presence of noise, we have to vote for 
multiple locations. This creates other side effects like 
false alarms, i.e, a wrong model can be declared as 
the winner by virtue of sitting near to the true model.

• Ref: paper by Lamdan etc.; see course website.

Geometric Hashing: Disadvantages

• Active Segmentation, work by 
my Ph.D. student Ajay Mishra 

• Codes available on course 
website. You can use it for 
experimentation (eg for Object 
recognition).
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Evolution of Object Recognition 
from 1970’s to early 1980’s 

• Focus is on generic 3‐D shape representations.
• Objects modeled as constructions of 3‐D 
volumetric parts, like generalized cylinders, 
superquadrics or geons.

• Main challenge: Representational gap existed 
between low‐level features and abstract nature 
of model components.

• Abstraction problem is avoided; and gap was 
eliminated by bringing images closer to models.

An example: ACRONYM system
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Range image of doll and its
resulting set of generalized cylinders

Intensity image of a coffee pot, and the 
automatically grouped and classified GC parts

Examples of GCs

Abstraction of Shape (1980’s)

• Biederman’s geons ‐> Qualitative partitioning of 
the space of GC’s according to simple 
dichotomous and trichotomous properties that 
humans could distinguish effortlessly. 

• Unrealistic assumption: Feature comprising the 
models of the objects could be readily observed 
in the images. 

• Other shape models: Medial Axis Transform, 
Shock graph, etc etc.
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1980’s

• 1980’s: Use of 3‐D templates, which allowed 
building of object recognition systems capable of 
recognizing real objects.

• Elimination of representation gap required model 
to capture exact geometry of object.

• But systems cannot recognize objects with 
complex surface markings with significant 
overheads required to construct 3‐D models. 

• 1980’s saw a redefinition of the problem from 
category recognition to exemplar recognition.

An example: SCERPO system
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1990’s

• 1990’s: Focus was on appearance‐based 
recognition with decline in 3‐D shape models.

• Systems could recognize arbitrarily complex 
objects with texture and surface markings.

• Representation gap eliminated by bringing 
models down to the images themselves.

Murase and Nayar’s system
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1990’s (continued)

• Systems could recognize only exemplar objects 
(specific objects seen at training) but still popular 
and could overcome some obstacles.

• Limitations: Difficulties in dealing with 
background clutter, illumination change, 
occlusion, translation, rotation, and scaling.

• But the templates are still global, and invariance 
to scale and viewpoint could not be achieved.

Today’s Models (2000’s)

• A move from global to local representations
• Use of part representations that are invariant 
to changes in translation, scale, image 
rotation, illumination, articulation, viewpoint.

• The systems also added pairwise spatial 
constraints, as inferred from classical shape 
modeling principles from 1970’s and 1980’s.

• Systems are applied to images of cluttered 
scenes containing complex, textured objects.
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An example
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State of the art & Challenges
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Context based methods

2
1

What are the hidden objects?
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What are the hidden objects?

Chance ~ 1/30000
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Global and local representations

Global index: Summary statistics

• Naturalness (line vs texture); 

• Openness; 

• Roughness (fractal dimension); 

• Expansion (flat view vs
converging); 

• Ruggedness (deviation of the 
ground with respect to the 
horizon)

features

histogram

building

car

sidewalk

Urban street scene

Urban street scene
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Context

• Murphy, Torralba & Freeman (NIPS 03)
Use global context to predict presence and location of objects

Op1,c1

vp1,c1

OpN,c1

vpN,c1. . .

Op1,c2

vp1,c2

OpN,c2

vpN,c2. . .

Class 1 Class 2
E1 E2

S

c2
maxVc1

maxV

X1 X2vg

Keyboards
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3d Scene Context
Image Support Vertical Sky

V-Left V-Center V-Right V-Porous V-Solid

[Hoiem, Efros, Hebert ICCV 2005]

Object
Surface?

Support?
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